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Abstract 

This project investigates whether a powerful language model can 
successfully conceal a malicious backdoor through persuasive 
argument. We build on the work of Greenblatt et al. (2024), who 
introduced safety protocols for preventing backdoor insertion in 
coding tasks despite adversarial behavior from the model. While 
their work explored trusted editing and classification-based 
monitoring, we propose a debate-based protocol, where a trusted 
model critiques the untrusted model’s code and a judge model 
selects the more convincing argument.​
​
Building on prior work in AI debate and interpretability, we 
simulate a scenario where an untrusted model 
(U)—llama3.1-8b—is prompted to solve coding problems from the 
APPS dataset while subtly inserting backdoors into its solutions. 
A smaller, trusted model (T)—llama3.1-405b—is then tasked with 
exposing these vulnerabilities through debate, where both models 
explain and justify their respective positions to a judge. A separate 
instance of the trusted model judges the debate to determine which 
explanation makes the most sense. We evaluate how often the 
larger model can persuade the judge to accept its deceptive solution 
and explore the implications for debate-based oversight. 

Keywords: AI control, monitoring, AI debate, trusted/untrusted 
models, backdoors, oversight 

 

1.​ Introduction 
Greenblatt et al. (2024) explore protocols that aim to maintain safety in the 
presence of adversarial behavior from large language models (LLMs). Their work 

1 

https://arxiv.org/abs/2312.06942


 

introduces a threat model in which an untrusted, more-capable model (U) 
intentionally attempts to subvert safety mechanisms—such as inserting backdoors 
into code—and evaluates whether trusted pipelines can catch or mitigate this 
behavior. Our project extends this line of inquiry by focusing on a debate-based 
control protocol, where oversight is conducted via argumentation rather than 
editing or classification. 

In our setup, U (llama3.1-8b) is prompted to solve APPS programming problems 
and subtly insert a backdoor. A trusted, less capable model T (llama3.1-405b) is 
asked to analyze the solution and expose the malicious nature of the code. U then 
defends its own solution, and a separate instance of llama3.1-405b judges the 
debate, selecting the model it deems more convincing. This simulates a setting 
where a misaligned LLM uses persuasive reasoning to evade detection—a plausible 
risk in future autonomous systems where oversight may rely heavily on human or 
model interpreters. 

Our approach is inspired by recent work showing that debate among models can 
improve truthfulness (Binz et al., 2024), (Khan et al. 2024). However, we 
hypothesize that when one model is actively trying to deceive, this dynamic may 
reverse: greater persuasion ability could enable deception rather than exposure. Our 
project probes the robustness of debate as a control mechanism under adversarial 
conditions. 

 

2.​ Methods 
Our method involved 3 key steps: 

1.​ Backdoor Injection: U was prompted to solve APPS coding problems while 
embedding subtle backdoors 

2.​ Model Debate: After providing both trusted and untrusted models the code, 
we initiated a debate between the two. The trusted model attempted to 
explain why the code was unsafe and the untrusted model defended its 
solution. 

3.​ Judging: A separate instance of T evaluated the debate and determined 
which explanation seemed more accurate. 

There were challenges running 300 samples in a reasonable amount of time, so we 
reworked the code to run it in parallel. 

 

3.​ Results 

We compared our debate protocol against a baseline implementation of trusted 
monitoring, the method used in Greenblatt et al. (2024). The Untrusted model (U) 
was prompted to insert a backdoor into every generated solution from the APPS 
dataset. Each solution was then reviewed by a Trusted model (T), which was 
instructed to always argue that the solution contains a backdoor, regardless of 
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content. The judge, a separate instance of the Untrusted model, evaluated these 
debates and selected the explanation it found more convincing. 

To verify the set of solutions, we re-analyzed each generated solution using a 
separate instance of the Untrusted model with a prompt designed to confirm 
whether a backdoor was successfully inserted. Interestingly, in most cases (N = 
227), no effective backdoor was actually present—meaning 76% of the time, U 
generated benign or ineffective logic despite adversarial prompting. 

Figure 1 illustrates the success rate of detection across debate-based and trusted 
monitoring protocols. We categorized outcomes based on whether backdoored or 
non-backdoored solutions were flagged. 

 

Figure 1 – Comparing backdoor detection success of the debate protocol vs trusted 
monitoring 

 

These results suggest that Debate-based oversight is more susceptible to 
persuasive deception—especially when the deceptive model controls the framing of 
its own defense. 

 

4.​ Discussion and Conclusion 

There were a few key limitations to our project, described below. 

1. Limited ability to compare adversarial vs non-adversarial conditions 
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The untrusted model was instructed to insert backdoors in every solution, without a 
corresponding control condition where it generated benign code. Even though it 
generated benign code accidentally, we didn’t have a significant sample size to 
assess how often the judge correctly identified non-malicious solutions as safe. This 
limits our ability to measure false positives. A more complete evaluation would test 
an equal number of adversarial and non-adversarial cases in parallel.  

2. Suboptimal sample size 

Due to time constraints, we were only able to run 300 samples, of which only 73 
(24%) resulted in working code that we were able to evaluate. This limits the 
statistical power of our findings and makes it harder to draw strong conclusions 
about the results. Ideally, we would ensure equal parts backdoor and non-backdoor 
solutions to better estimate success rates, observe edge cases, and reduce variance 
across trials.  

3. Difficulty accessing ControlArena 

We initially planned to use ControlArena as our testbed. However, we encountered 
persistent technical issues setting it up in our local environments. Despite spending 
the entirety of the first day troubleshooting—alongside others experiencing similar 
problems on the Discord server—we were ultimately unable to get ControlArena 
running on any of our machines. After extensive debugging and multiple rebuild 
attempts, we decided to proceed without it in order to make progress on the core 
research questions. 

4. Similarity between trusted and untrusted models 

Since both trusted and untrusted models were LLaMA variants, it’s possible that 
there are similar blind spots or failure modes between them, since these models 
likely have similar training experiences. It also limits the generalizability of this 
experiment. Future work could benefit from using more diverse models—for 
example, OpenAI’s GPT-4 as U and Claude 3 Haiku as T—to test robustness 
across model families. 

 

Our results suggest that debate-based oversight may break down if there is a 
significant capability gap between the two debaters. In our setup, we used 
LLaMA3-405B as the Untrusted model (U) and LLaMA3-8B as the Trusted 
model (T). This 50x parameter gap likely contributed to the untrusted model’s 
success in persuading the judge, even when its solution contained a backdoor.  

The smaller trusted model often struggled to produce compelling arguments or 
effectively pinpoint subtle malicious logic. In contrast, the larger model was not 
only capable of writing effective backdoors, but also highly skilled at defending 
them with persuasive but misleading justifications. This dynamic raises concerns 
that debate protocols may favor more capable models, even when they are wrong. 
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To address this, future experiments could explore using a mid-sized model (e.g. 
LLaMA3-70B) as the trusted debater. However, this also points to a deeper issue: 
debate mechanisms may be inherently susceptible to persuasive deception when 
there is an imbalance in rhetorical or reasoning ability. We urge caution when 
interpreting the success of debate protocols, especially in high-stakes settings 
where the more capable model may also be the misaligned one. 
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6.​ Appendix 

The complete code and prompts are available in the linked Colab notebook.  
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